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Charlotte 
Databricks 
Meetup
Hosted by Beesbridge

Wednesday December 13, 2023



Agenda, Speaker, & Hosts

6:00-6:30 PM: Arrive & Welcome Drinks

6:30-7:00 PM: Partner & Customer Presentations (Beesbridge + Abacus 
Insights) with Q&A

7:00-8:00 PM: Food, Drinks, Networking

Mohit Sauhta
Partner

Beesbridge

Mahesh Regmee
Director, Data 
Engineering

Abacus Insights

Kristen Lopane
Account Executive

Databricks
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The Generative 
AI Opportunity 

Your data. Your AI. Your future.
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Generative AI is changing the future of work 

CompetitivenessInnovation

75%
of CEOs say companies with 
advanced GenAI will have a 

competitive advantage 2

71%
of executives plan to build 

some or all of their own 
models 1

1. Laying the foundation for data and AI-led growth, MIT Technology Review, https://www.databricks.com/resources/analyst-papers/laying-foundation-data-and-ai-led-growth 

2. CEO decision-making in the age of AI, IBM Institute for Business Value, URL: https://www.ibm.com/thought-leadership/institute-business-value/c-suite-study/ceo 

3. How generative AI can boost highly skilled workers’ productivity, MIT Management Sloan School, URL: https://mitsloan.mit.edu/ideas-made-to-matter/how-generative-ai-can-boost-highly-skilled-workers-productivity

Productivity

40%
increase in performance 
of employees who used 

Generative AI 3

https://www.databricks.com/resources/analyst-papers/laying-foundation-data-and-ai-led-growth
https://www.ibm.com/thought-leadership/institute-business-value/c-suite-study/ceo
https://mitsloan.mit.edu/ideas-made-to-matter/how-generative-ai-can-boost-highly-skilled-workers-productivity
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Build better GenAI solutions on Databricks
You need more than just good models

Complete 
ownership over 

models and data

Faster, more reliable 
deployment across 
multiple use cases

Cost-effective to 
build LLMs at scale

Production quality Lower costComplete control
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X 

Complete control
Complete ownership, control, and security of the model and the data

✓ You own the data ✓ You own the model

✓ Security, control and privacy

✓ You maintain differentiation

Securely augment, fine-tune, or 
pre-train models with your own data

You own both the data and the 
customized models

Integrated permissions and 
governance from data to models
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Production quality
Better LLMOps for faster, more reliable deployment across multiple use cases

Ensure accurate and safe model output 

Built-in monitoring

Entire LLM lifecycle on a single platform: 

• Data Ingestion
• Model building
• Deployment
• Retraining

MODEL 
BUILDINGRETRAINING

DATA 
INGESTION

DEPLOYMENT

MONITORING

+
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Lower cost
Train models quickly at low cost

Pre-training has an optimized 
stack to build your own LLMs

Train multi-billion parameter 
models in days, not weeks

Up to 10x lower training costs

Optimized LLM serving for 
reduced deployment cost

Pre-training shows it can train Stable 
Diffusion model for 10x less cost

$600k

$400k

$200k

$0

Sep 2022 Nov 2022 Jan 2023 Mar 2023

$160k $50k
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Fine Tuning
Model Serving

Pre-training
Model Serving

Vector Search
Model Serving

MLflow AI Gateway
MLflow Evaluation
MLflow Prompt Engg

Unity Catalog | Lakehouse Monitoring

Start Building Your Generative AI Solution

Prompt 
engineering

Retrieval Augmented 
Generation (RAG) Fine-tuning Pre-training

Crafting specialized 
prompts to guide 

LLM behavior

Combining an LLM with 
enterprise data

Adapting a pre-trained 
LLM to specific datasets 

or domains

Training an LLM 
from scratch

Complexity/compute-intensiveness

Databricks is the only provider that enables every architectural pattern
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Databricks Data Intelligence Platform

Unified security and governance

Unified data storage, management, and sharing

Unity Catalog

Delta Lake

Use generative AI to understand the semantics of your data

Data Intelligence Engine

Real-time 
Analytics

ETL & 
Orchestration

Data 
Warehousing

Data Science 
& Gen AI

Mosaic AI Delta Live Tables Workflows Databricks SQL

Unify your data and 
governance for lower 

TCO, faster value

Democratize access to 
insights for all users

Develop generative AI 
applications on your 
data with full privacy

Your data. Your AI. Your future.



Building bridges for business



About us
Beesbridge is a data engineering, analytics and AI service and 
consulting company.   At core inception, Beesbridge was formed 
by passionate engineers to promote best data engineering 
practices and accelerate the business solutions to the market. 
Beesbridge is a team of seasoned professionals who possess deep 
expertise in building flexible data architecture, scalable petabyte 
scale distributed computing solution, and cost-effective cloud 
enablement.

Vision
Our mission is to empower business to navigate the 
complex terrain of data management and build bridges for 
the business by connecting the data silos.

We strongly believe in the latent value of data and our 
vision is to drive innovation and propel businesses forward 
by harnessing the full potential of the data.

Our Services

•Data Integration & Migration: Seamless migration and integration of data across 
different platforms and environments.

•Data Warehouse Design & Implementation: Building scalable and efficient data 
warehousing solutions to enable robust analytics.

•Big Data Analytics: Leveraging big data technologies to deliver insights that 
drive decision-making and growth.

•Data Governance & Compliance: Ensuring that data is handled with integrity, 
security, and in compliance with legal regulations.

•Machine Learning & AI Integration: Utilizing AI and machine learning algorithms 
to unlock new potentials in predictive analytics.

Beesbridge : Building bridges for business



Clients Specialization

• Life Sciences
• Healthcare
• Financial Services
• Public Sector
• Manufacturing

Our People

Beesbridge : Capability Matrix

521
• Abacus Insights, 
• HealthVerity, IQVIA
• Regeneron, GSK
• FDA, OncoHealth
• IRS, USPTO
• Dell, State Street, Kestra Fin.
• Enterprise Holding, Roger 

Comm, Master Electronics

15• 12 Databricks certified
• 3 DBT Certified
• 10 AWS Certified
• 10 Azure Certified

Industries

• 6 engineers with over 
10+ industry experience

Partners

• Unity Catalog Implementation

• EDW Migration

• Lakehouse Buildout

• DevOps / Cloud Ops 

• EMR Migration

• ML OPS

• Smolder/HL7

• Graph Integration



“Beesbridge specializes in optimizing both performance and costs for petabyte scale
Workloads”.....

“Their approach to engineering complex data systems allows for near immediate return
on your consulting dollar investment”

Jim Mckeown
SVP, IT, IQVIA

Beesbridge : Client Testimonials
“I would highly recommend Beesbridge, a data engineering firm that specializes in building 
scalable, and high-performance data infrastructure”....

”they helped us implement Next Generation Architecture for Delta Lake using Databricks running 
on both AWS and Azure” 

Navdeep Alam
CTO, Abacus Insights

“At this point the confidence in the new data platform is very high across the organization. Performance 
tests are showing that we can expect AWS cost cut up to 10x, and it is huge win”

Anfisa Kaydak
VP, Data  Production and Engineering



Beesbridge : Reference

http://beesbridge.us

Venkat Dasari
vdasari@Beesbridge.us
719-271-2850
LinkedIn : vsrd

Mohit Sauhta
msauhta@Beesbridge.us
980-333-9920
LinkedIn : mohitsauhta

Partners

Accreditation :   MBE Certification (pending)
(Application 16259 with NMSDC – Carolinas-Virginia MSDC)

https://beesbridge.us/blogs/

https://beesbridge.us/partners/

https://beesbridge.us/services/

https://www.linkedin.com/company/beesbridge-llc

mailto:msauhta@Beesbridge.us
https://www.linkedin.com/in/vsrd/
mailto:msauhta@Beesbridge.us
https://www.linkedin.com/in/mohitsauhta/


Abacus Usable Data Platform 
Built-On Databricks
Dec 2023
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Abacus Overview
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200+ 
Employee

s 
Worldwide

Abacus Insights Delivers Data Usability for Payers 
and Health Services Companies 

Select Payer Customers

Payer
Ecosyste

m
Investors

 22M+
Members

HQ in 
Boston

Founded 
in NJ 
2017
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Abacus is entering its third product phase – enabling 
business value

Phase 1: 1.0 Data Usability
Monolithic, AWS native, Batch

Phase 2: NextGen
Modular, Multimodal, Multi-Tenant, 

Cloud agnostic, Flexible deployment 
models

Phase 3: Data Solutions
Unlock business value through 

domain-specific data enablement

Today

2017 - 2021 2022 2023 2024 2025

NextGen Platform

Data Ingestion into 
Standard Data Model

R
is

k 
Ad

ju
st

m
en

t

C
M

S 
In

te
ro

p

C
us

to
m

Data 
Solutions

Abacus Product: High Level 
Component View Evolution of Abacus Product

Foundation Data

Continual improvement of technology stack by leveraging latest advancements
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Abacus NextGen Platform 
Architecture
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Abacus Platform Architecture
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Abacus Platform Architecture:  Multi-Client Pattern
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AIR (Abacus Insights Runtime & PipeSpec 
Framework
• AIR aims to provide a standard environment and a toolbox of functionality that we 

commonly require for data ingestion pipelines.
• One of the primary offerings of the AIR is the ability to describe an A-to-B Spark batch OR 

stream processing pipeline using YAML syntax in what we call a PipeSpec.
• The AIR Python library provides an abstraction layer over the raw Spark API to allow for 

higher-level transformations and data processing (to better and more consistently apply 
business logic) in the form of Sources, Stages, Sinks, and Plans that can either be 
utilized directly in PySpark or via PipeSpec YAML.

• PipeSpec enables developers to declare a data pipeline in a standard and predictable 
way.

• PipeSpec additionally allows batch and streaming pipelines to be declared in nearly the 
same way; converting between batch and streaming for a PipeSpec job requires far less 
changes and consideration than doing so for plain PySpark code.

• PipeSpec aims to standardize what the smallest unit of a data processing pipeline looks 
like. The goal is for this to minimize code duplication and maintenance-hell born from a 
sea of point-solution (in other words, table-specific) PySpark code.
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Pipespec - Design
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DQ Grammar – Example of few features

Person        
Name must not be null
Name should be a human name
Gender should be in [‘M’,’F’,’T’,‘GN’,‘NB’]
Age must be between 10 and 80
BirthDate should be in past
LastServiceDate must be greater than BirthDate

Table

One DQ rule per line

Custom business friendly 
lexicons (Tokens)

Data type contextualized 
compare against columns 

Compare with literal 
values or collections

Data Grade Qualifier
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DQ Grammar : Execution Flow
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Data Quality Enforcement with DQ 
Grammar: Why do we need it?

Business Objectives
•Automate expression of data quality 
rules to drive consistency and reusability

•Enable implementation by non-technical 
users to drive scale and reduce 
hand-offs

•Improve “Understandability” of Data 
Quality Rules by using Plain English

•Empower downstream users to make 
decisions based on the quality of the 
data (“Data Grading”)

Current Pain Points
•100s of operational data pipelines 
supporting core operational and analytics 
use cases that impact lives

•Receive the same data subjects from 
multiple clients in highly variable formats 
and levels of data quality

•Need to democratize data and data 
quality understanding – for clients and 
ourselves (Process Transparency)
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Curated Table with Data Grade and Quality 
Results Embedded
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NextGen Performance Metrics



Membership Run Time Comparison

1,080 minutes 
(Once a day processing)

15 minutes 
(Near real-time processing)

Press 
Release

*Cost Savings Achieved: 25% with 
Streaming Pipeline.

https://www.businesswire.com/news/home/20221115005293/en/Abacus-Insights-Partners-with-Blue-Cross-Blue-Shield-of-Massachusetts-to-Accelerate-Health-Care-Data-Transformation
https://www.businesswire.com/news/home/20221115005293/en/Abacus-Insights-Partners-with-Blue-Cross-Blue-Shield-of-Massachusetts-to-Accelerate-Health-Care-Data-Transformation
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Q & A
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Databricks Community
Learn. Network. Celebrate. ~1M global data-obsessed members and growing!

32

Join Us!
https://community.databricks.com/t5/charlotte/gh
-p/Charlotte-User-Group 
The Databricks Community is a space for 
Databricks users to  

● Ask questions about course/training content 

● Post your key takeaways and join your regional Groups

● Have discussions with other learners, savvy data 
practitioners and Databricks subject matter experts

● Show off your well-deserved badges and certifications!

● Earn points and recognition on Databricks Community

Take advantage of the brain power that lives in the 
Community, from data-obsessed professionals and 

those who may have completed the Databricks 
certifications and Lakehouse Fundamentals courses 

that you are about to take.
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● Click the “Login” button on the 
top right of any page

33

● If you don’t have a 
Databricks Community 
account, Click “New here? 
Sign up?”

● Add your info and click 
“Sign Up”

How to Join
Go to https://community.databricks.com 

https://community.databricks.com
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Thank You! 

See you on Databricks Community! 
https://community.databricks.com 

https://community.databricks.com

